When 7 is large, sampled graphs will strongly concentrate around g* . If this is the

case, observed data will contain much useful information for the estimation of g .

For a random sample of 7 observed graphs, g,,2,,...,g, € G, the log-likelihood of
this probability model is

lnL(g*, r)z —nl z e—z‘d(g,g*) - Tzn:d(g[,g*).
oG i=1

In our application we assume g * and 7 are unknown parameters to be estimated from
the data.

Maximum Likelihood Estimates

The MLE’s g" and 7 can be used to summarize a set of graphs within the
framework of a probability model. We describe below how we would
obtain these MLE’s from a set of graphs. Banks and Constantine (Banks
and Constantine 1998) derived the following closed form solutions for the

ML estimates (g*,f) for connected graphs. One finds that §* contains an
edge between two nodes if and only if the edge is in more than half of the
sample graphs. Given ¢* we calculate

. 4 " 5*
r:—ln[1_Wj where W:mzi=1d(g,-,g )

n is the number of graphs in the sample, and m is a constant determined by the number
of nodes We used a bootstrap algorithm to generate the sample of graphs, though other
approaches, such as using various distance metrics and clustering algorithms, could be
used. The bootstrap algorithm is described in more detail below.

Likelihood Ratio Test

Given our bootstrap sample of graphs, the likelihood function can be estimated and a
likelihood-ratio test can be calculated to test various value of £ , the number of clusters,
by
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where (gAO* ) fo ) are the MLEs of central graph and estimate of 7 for the null. The null
might be specified as no clusters (k = ) or in a sequential manner where there are one
fewer cluster (k — /) than the number currently being tested by the MLEs (gk*, %k) for
the population of graphs induced by cutting the bootstrap dendrograms at level .

We will assess the performance of 4 by observing how often its maximum value occurs
at the true £. In our examples this should be at k¥ = 3 clusters. (In the future we have
planned more extensive simulation studies to more accurately test its performance, but
for now only report on this simple metric of performance.)

Sampling Graphs

Our approach requires that a sample of graphs representing the population of graphs that
could be obtained by cluster analysis be available for calculating the MLEs. We use
bootstrapping to generate this sample of graphs. If we are interested in testing for £
possible clusters, we proceed as follows:

1. Generate a bootstrap sample of the objects to be clustered;

2. Fita dendrogram to the bootstrap sample;

3. Cut the bootstrap dendrogram at the level to generate k clusters;
4

For each of the k clusters, calculate the cluster’s mean vector over the variables
used in the analysis;

5. Assign each object in the original dataset to the closest mean vector — objects
assigned to the same mean vector are in the same cluster and so are connected
by an edge;

6. Repeat Steps 1-5 to generate the population of graphs.

We assume the variability in the sample of graphs is related to the stability of the clusters
obtained by cutting each bootstrap tree at level k. Suppose a subset of the objects being
clustered have very small pairwise distances so are always clustered together. The objects

in this subset will always have an edge connecting them in each graph induced by cutting
the dendrograms at level k. This subset will then appear as a connected group (i.e., will

lie within a cluster) in the MLE g* . Furthermore, suppose other objects are sometimes

connected to this subset and other times are not connected to this subset. Depending on
how often these other objects are connected, which is a function of the proximity of these

objects to the subset, they may or may not be connected in the MLE g* .



Examples

We simulated two examples to test the feasibility of our method. Each simulation consists
of three multivariate normal groups. Each variable had variance 1 and all covariance’s
were 0. In the first example shown in the first scatterplot matrix, each group is defined by
the first two variables whose means are (0, 0), (6, 6), and (10, 10), and two other
uninformative variables with means (0, 0). In the second example shown in the other
scatterplot matrix, the second group is shifted so the first two variables have means (5, 5).
All other parameters are the same.
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In example 1 the second group is shifted towards group 3 and away from group 1. In the
second example the three groups are equally separated.

We ran the algorithm on 100 simulations of each example, where each simulation
consisted of 50 data points from each group. For each simulation we generated a

population of 100 bootstrapped graphs to fit the MLEs (g T ) The values of the

likelihood ratio and 7 are averaged over the 100 simulations. The results for k£ ranging
from 2 to 10 are as follows:

Clusters (k) Example 1 Example 2
Likelihood Ratio Tau (7)) Likelihood Ratio Tau (7))
(4) (4)
2 Undefined Infinite -15047 2.49
3 Undefined Infinite Undefined Infinite
4 -10161 3.06 -10634 3.00
5 -11765 2.86 -7707 3.44
6 -12481 2.77 -12453 2.77
7 -8458 3.31 -14576 2.54
8 -12328 2.79 -13966 2.60
9 -12597 2.76 -11965 2.83
10 -12055 2.82 -11254 2.92




When 7 is 0, the sample graphs exhibited no variability. This caused the likelihood ratio
to be undefined. In the first example, this result occurred because every bootstrap
dendrogram at k = 2 separated group 1 into one cluster and groups 2 and 3 into another
cluster, and at k£ = 3 split groups 2 and 3 into their own clusters. This occurred each time
because of the large separation among all the groups, and because group 2 was shifted
towards group 3.

In example 2 when setting £ = 2 some bootstrap dendrograms clustered group 2 with
group 1, and other dendrograms clustered group 2 with group 3. This resulted in
variability among the graphs and 7 was estimated at 2.49. When setting £ = 3 each
bootstrap dendrogram then perfectly separated groups 1, 2, and 3 and there was again no
variability in the graphs making 7 infinite and the likelihood ratio undefined.

Discussion

We have presented a stopping rule method that is more statistically rigorous using a
likelihood ratio test, and have presented some very preliminary results. Several questions
remain open that we are currently investigating.

First, can we use the undefined likelihood ratio test (LRT) when 7 is infinite as the
decision rule for determining the number of clusters when there is little variability among
the sample of graphs? In these simple examples the lack of variability among the graphs
was due to large separation of groups in the data, and the undefined likelihood ratio
occurred at the correct number of clusters. Will this be a serious problem in realistic
settings? Second, what are the properties of the LRT over a range of k? The probability
model defined by Banks and Constantine provides a new approach to the analysis of
graphical objects, and the performance of this measure is still under investigation. Third,
how well does our decision rule using the LRT perform with respect to other measures of
clustering performance, such as the adjusted Rand statistic, which are more related to the
field of cluster analysis? Fourth, since the criteria guaranteeing that the LRT will be
distributed as a chi-square statistic (Lehmann 1999) are not fully met, will the standard
assumption of the LRT as a chi-squared statistic be sufficiently close to serve as a good
approximation, or will we need to develop a permutation approach for calculating the P-
value?
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Obtaining Smooth Directional Field Estimates for Fingerprint Images
Sarat C. Dass, (Michigan State University), sdass@msu.edu

Abstract

Fast and robust estimation of the directional field (DF) is fundamental to the processing of fingerprint
images. The estimation of the DF is approached from the point of view of Bayesian statistics. Distributional
models are assumed for the observed gradients given the unknown underlying principal gradient directions.
Spatial smoothness of the DF in a fingerprint image is modelled using a class of Markov random field
priors. The Maximum-A-Posteriori (MAP) estimate of the DF obtained exhibits spatial smoothness while
preserving important singularities in the image. We develop algorithms to compute this MAP estimate of
the DF in real time. The general framework presented here encompasses previous work on DF estimation
as special cases. We also present the results of the DF estimation on each fingerprint image belonging to
the Henry class.
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Abstract non-faces are many times more abundant than faces [2]. In

order to achieve high correct classification rates on the non-
We introduce a fast object detection algorithm based on theface class the CCCD is structured as a degenerate decision
Class-Cover Catch Digraph (CCCD) classifier. When ap- tree, where successive levels boost rejection rates for pre-
plied to face detection, our algorithm exhibits good per- vious ones while maintaining a bound on the error incurred
formance with speeds close to those of the fastest reportedn the face class. This structure also allows the detector
techniques. The main technical innovations in our method built upon the classifier to operate at high speeds, since each
include a boosted tree-like CCCD classifier with a maxi- boosted tree layer rules out more and more of the image as a
mum rejection bias, and the use of a cross-correlation met-potential face, and hence limits the need for further process-
ric for fast similarity computation. ing to those image regions that appear most promising for
containing faces. An additional speed increase is achieved
. by computing Euclidean distances by means of fast normal-
1 Introduction ized cross-correlation in the frequency domain for a portion
of the algorithm.
Detection of faces in everyday images is a necessary first  Tpe contributions below are organized as follows. First
step to any facial recognition system, and as such constiye gescribe the training data used for faces and non-faces,
tutes a problem of the most current importance. In order for 55 well as the simple normalization process applied to it.
a detector to be useful as a front-end to most recognition\y/hile more involved normalizations would probably in-
systems, it must be capable of operating at high frame-rateg;yease detection performance, they would also incur a com-
on images of sufficient resolution to perform recognition On putational penalty, so we stick to our simple but fast nor-
the detected faces. Most face detectors capable of operating,ajization. The next section briefly describes the standard
at high frame rates do so by_taking advantage of attentio_naICCCD classifier, but the reader may wish to consult the
cues, such as color or motion [11, 6, 8, 15, 5] to restrict references for a more complete account. A boosted tree
application of a classifier to small regions of the input im- yersjon of the CCCD classifier is introduced in Section 4,
age. While this can be an effective means of detecting facesyhere we show how successive filtering of the training data
in real time, it is still of interest to construct a face detec- along with a procedure to bias the classification outcome of
tor capable of operating on static grayscale imagery at highihe standard CCCD classifier can be used effectively as a
speeds. Until recently [17, 18] such detectors were all but hsting technique. Section 5 shows how the boosted tree
nhon-existent. o of the previous section can be evaluated efficiently on an
This paper introduces a new method for finding human jmage for fast detection. Details about merging multiple
faces in static grayscale images at high speeds without reyetections are taken up in Section 6. Finally, we present

sorting to specialized hardware. Our method is based ongome experimental results showing the performance of our
previous work by the authors on a classifier designed for 5yoposed algorithm.

high dimensional problems, named the Class-Cover Catch

Digraph (CCCD) classifier. This is a generic classification

methodology, stemming from the simple nearest-prototype 2 Training Data

family of classifiers and optimized for problems where we

have sparse training data with respect to the dimensionalityThe classifier described below was trained for face detection
of the feature space [1, 7]. The rate at which a face detec-using large sets of face and non-face data. The face train-
tor can discard non-face regions of an image is to a largeing set was constructed using face images from the FERET
extent the dominant factor determining its performance, asdatabase and the Equinox HID database, totaling almost
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Figure 1: Sample face and non-face training data.

2000 examples. Each image was normalized so that the
manually extracted eye locations would appear at fixed co-
ordinates, cropped and re-scale@tx 21 pixels. Addition-

Given set’; and R; as above, the CCCD classifier is de-
fined in terms of the cover-dissimilarity measure (1) by
9x.x, () = arg miin d(z, C;). 2)
The choice of prototype€’; and scaling factor®;, de-
termines the classifier map. Below, we give a short account
of the method for choosing these parameters. A more thor-

ough account can be found in [1, 7], along with performance
analyses for applications other than face detection.

L] £

(@) (c)

ally, mtgrde[hto prowdg Some measulre of |IIum|r;z£1t|0r: %o;n- Figure 2:Example of random walk construction for a two-
pensation, the mean image grayvalue was subtracted fromy;ensional problem.

each image, and the resulting data normalized to have unit

norm. The same normalization process was applied to all
non-face image examples, which were collected from sev-
eral hundred images downloaded from the world-wide-web
and manually verified to contain no faces. A large number
of 21 x 21 pixel sub-windows (over a million) were ex-

tracted from these original images at a number of scales. A

For each point;; ; € &;, we consider the random walk
defined as follows

Ry, (r) = [z € &« p(aij, @) < Y=

|{$ € X(l—i) : P(xi,j,x) <, }|7 (3)

few tens of thousands were used to train the first classifier

sub-stage, and the rest were used for the boosting process

3 The CCCD Classifier

This section provides a brief introduction to the Class-Cover
Catch Digraph (CCCD) classifier. A more detailed descrip-
tion and analysis can be found in [1]. In particular, this

works uses a derivative of the random-walk CCCD classi-
fier introduced in [7].

The CCCD classifier is a nearest-prototype classifier
with respect to a non-linear dissimilarity function. For
simplicity, consider as training data two sets of class-
conditionalR™-valued observationd, and X, and a dis-
similarity measurep : R™ x R™ — R,, satisfying0d =
plx,x) < p(z,y) < oo, for z # y € R™. The goal of clas-
sifier design is to construct a functigi, x, : ¥ — {0,1}
such that for a given unlabeled observatiore R"™ with
unknown class label i € {0,1}, the probability of mis-
classificationP [gx,.x, (z) # y] is close to Bayes optimal
[3, 14].

For a set of prototype§’; = {c¢; 1,...,¢; 1} C &; and
R, = {r,...,m} C Ry, i = 0,1, the CCCDcover-
dissimilarity measurés defined by

p(mv ci,k)

d(x,C;) = min .
k Tk

1)

forr € Ry, i = 0,1. Alarge value ofR,, ; indicates a

high local density of same-class points arousg, relative
to the local density of other-class points (see [7] for the case
of unequal training priors). In fact, the value of the random
walk at any givenr € R, can be takes as a measure of
relative deviation between the local densities of the training
data. A Kolmogorov-Smirnov type test is applied in [7] to
obtain a distinguished choice ofor each training observa-
tion, given by
Ty, = arg max Ry, ;(r) — P(r), (4)
whereP(r) is an increasing penalty function that biases the
choice toward smaller values of This is done in order
to encourage more local estimation of the classifier parame-
ters, and is achieved in practice by the use of a linear penalty
function.

Once a distinguished scaling fact@gd has been chosen
for each training observation, it remains to find the choice of
class-conditional prototypé&s; that will fully determine the
CCCD classifier. The procedure in the standard CCCD clas-
sifier is somewhat different than the one used in this paper
(described in detail below), but we include a summary of it
for completeness. Ideally, the choice of prototypes would
be that which maximizes classifier performance. However,
the combinatorial explosion involved in checking all possi-
ble prototype sets precludes a direct approach. The choice



of prototypes for each class proceeds in a greedy fashionclassifier, with one prototype per class. Using the biasing
using asurrogate criterion for the classifier performance procedure of Equation (6) and a test set of clash$ferva-
tions, we find the lowest value af(or a suitable approx-
T,y = Ra, (13, ) — P(rz, ). (®) imation) that yields an empirical error rate below a prede-
termined fixed tolerance. The two prototypes along with
the resulting scaling factors constitute the first sub-stage of
the CCCD tree stage. In order to compute the second sub-
stage, we apply the first sub-stage classifier (see Algorithm
2) to a set of class-tlata and collect the misclassified ob-
servations, which become the clasgdining observations
for the second sub-stage. Using once again the procedure
in Section (3), a single class{rototype is selected, and
through the bias procedure in (6), the scaling factors for
the single (fixed) class-prototype and the newly chosen

4 A Boosted CCCD Classifier class-1prototype are computed. This process is repeated
as many times as necessary to obtain the desired number of

Although some degree of boosting is inherent to the CCCD Sub-stages.

classifier (by means of censoring the training data in the  The number of sub-stages within a given stage is em-
greedy prototype selection process), increased performancgirically determined; we continue to add sub-stages to a
can be achieved by more explicit boosting during training. stage as long as the correct classification rate on the back-
Additionally, it is advantageous to exploit the fact that in ground class increases by a Signiﬁcant (predetermined) per-
natural scenes, the relative likelihood of Obsel’ving back- Centage over that of the previous Sub-stage_ At that point’
ground (clasd) at any given image location is several or- e start training an entirely new classifier stage, using the
ders of magnitude larger than that of observing a face (classopriginal class-(training data, and the classtining data
0). Therefore, classifier design should be geared toward re-that is misclassified by all previous classifier stages. While
jecting the background class, both for accuracy and perfor-speed considerations (see Section 5) dictate that the first
mance reasons [2]. In our case, we will achieve this by stage of the tree have a single clagsrétotype, subsequent
boosting only on the background (non-face) class and struc-stages are allowed to have multiple face prototypes. In fact,
turing the classifier as a one-sided decision tree. it is natural to allow later stages to use more face proto-

Note that by virtue of the nature of the surrogate cri- types than earlier ones, thus allowing the classifier to more
terion (5), the CCCD classifier (2) for a set of prototypes closely model the support of the face distribution. Algo-
C; = {ci1,--- ek} C A and scaling factors?; = rithm 1 shows the steps in the boosted training algorithm.
{r1,...,m} C Ry is dominated by the influence of the Here, the indexes and j correspond to stages and sub-
first few elements of each set. In particular, the first proto- stages, respectively. Each stags defined by itsf; face
type and scaling factor are the most important in determin- prototypesC;, = {chiv-.o.ch .} and scaling factorsR?,
ing the classification map. Also, note that we can easily biasas well as the:; non- face prototypes and scaling factors
the classification performance of any CCCD classifier in fa- ¢i — {ci1,....ci, } andR} corresponding to each sub-
vor of lower type-I or type-Il error by modifying the scaling  stage. A large (on the order of a million or more) set of
factors as non-face observatior? is used for the boosting process,

~ ~ 1 and a separate sgf of face samples is used to evaluate the
Ro =1 Ro, Ry =1"" R, ®) empirical classifier performance on the face class.

for 0 < t < oo. Values oft in (0,1) favor lower class-1 The main emphasis of our work lies in lowering the clas-
error at the expense of higher error rate on clasmad vice- sifier error rate and speeding up its application at time of
versa. These two observations lead to the boosted CCCDdetection. Training time is not a major factor, since training
tree introduced below. occurs off-line and once completed does not need to occur
Training of a boosted CCCD tree is separated into stagesagain; that is once a face detector has been trained, it can be
and sub-stages. In what follows, we associate prototypesused indefinitely without modification. However, if training
and their corresponding scaling factors, and we refer totimes are prohibitively long, then it is not possible to ob-
them simply as prototypes. The first prototype in each classtain the desired detector. In our case, the large number of
is selected by the same procedure as in Section 3 (if moretraining observations used, especially for the non-face class,
class-Oprototypes are desired, they are all chosen in this would make standard CCCD training as in [1] and [7] all but
step, but we describe the process for-prototype stage, impossible, since the algorithm there requires the computa-
for simplicity). At this point, we have a simple CCCD tion of all distances between training observations. In or-

For a given class, the first prototypg, is chosen to be that
with the highest value df’. All training observations: for
which p(x,¢;1) < T, are then deleted from the training
set, all scaling factors* are recomputed for the remain-
ing training observations, and the next prototype is chosen
using the surrogate criterichi as before. This process con-
tinues until all but a predetermined portion of the class-i
training data has been deleted.





